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Intelligence artificielle

Apprentissage
automatique

Apprentissage profond, apprentissage
automatique, intelligence artificielle

L’apprentissage profond fait suite à des décennies de recherches
sur les réseaux de neurones, inspirés du cerveau, et y ajoute entre 
autre l’importance d’avoir plusieux niveaux ou plusieurs couches 
de neurones artificiels.
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APPRENTISSAGE PAR L’EXEMPLE

• On présente une série d’exemples
• Après chaque exemple on fait une légère correction pour obtenir une réponse 

un peu meilleure la prochaine fois
•Petite modification des synapses (force des connexions)

“peur”

“colère”

sortie

Erreur=1



Deep Learning AI Breakthroughs

Computers have made huge
strides in 

perception, 
manipulating language, 
playing games, reasoning, ...

4



What’s New with Deep Learning?

• Progress in unsupervised generative neural nets allows them to 
synthesize a diversity images, sounds and text imitating unlabeled 
images, sounds or text
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What’s New with Deep Learning?

• Incorporating the idea of attention, using GATING units, has 
unlocked a breakthrough in machine translation: 

Neural Machine Translation

• Now in Google Translate: 
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Accuracy

Medical Image Classification

Imagia > 90%, real
time

GI Experts (Key 
Opinion Leaders)* ~ 90%

GI Doctors Trained by 
KOLs* ~ 75%

*(D. Rex, 2015)

Detect cancer cells by 
deep learning 

@ Montreal



Automated pathology



Convolutional Neural Networks

• A special kind of deep learning tailored for images
• Exploits the invariance to translations
• Exploits multi-scale hierarchy

9Convolutional neural network for imaging data



Cell counting from images

Cohen et al., "Count-ception: Counting by Fully Convolutional Redundant Counting," ICCVW 2017

Complicated cell structure



Automated Cell Counting

Cohen et al., "Count-ception: Counting by Fully Convolutional Redundant Counting," ICCVW 2017

Calculation of 
receptive field 

is key



Tumor Segmentation

Automated detection of metatases in hematoxylin and 
eosin (H&E) stained whole-slide images of lymph node 
sections.

Reduce the workload of the pathologists and the 
subjectivity in diagnosis!

https://camelyon16.grand-challenge.org/

Determining the 
probability that an image 
patch is a tumour can be 
solved using deep 
learning models.

Image credit: Harvard Medical School, MIT, and EXB Research





Deep Data Fusion

• Deep nets are very good at combining multiple sources of data, 
multiple sensors or modalities

• With convnets, can have separate pre-processing stages for each 
modality, then CONCATENATE the representations before 
continuing processing
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Need to map
to the same 
spatial scale,
or ‘copy’ a 
non-spatial 
modality at all 
positions.



Combining Heterogeneous Sources
with Missing Modalities 

• Different measurements may have been made for different 
patients, each with a different subset of modalities

• Variable number of inputs!

• Handled by HeMIS: Havaei et al MICCAI 2016
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HeMIS

Only available 
modalities are 

provided for a given 
case

Backend Abstraction Frontend
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FLAIR T2W T1W T1c HeMIS Truth

Results (BRATS)
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Indiana University Hospital Reports

Chest X-ray images from the Indiana University hospital network

1000 reports available in XML format!



Neural word embeddings: distributed representations
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Neural language models, Bengio et al NIPS’2000



Concept Representation

Mr. Smith is a 63-year-old gentleman 
with coronary artery disease, 
hypertension, hypercholesterolemia, 
COPD and tobacco abuse. He reports 
doing well. He did have some more knee 
pain for a few weeks, but this has 
resolved. He is having more trouble 
with his sinuses. I had started him on 
Flonase back in December. He says this 
has not really helped. Over the past 
couple weeks he has had significant 
congestion and thick discharge. No 
fevers or headaches but does have 
diffuse upper right-sided teeth pain. 
He denies any chest pains, 
palpitations, PND, orthopnea, edema or 
syncope. His breathing is doing fine. 
No cough. He continues to smoke about 
half-a-pack per day. He plans on 
trying the patches again.

Clinical Note Clinical Publication

Representations 
for:

Patient
Doctor
Visit
Disease
Drug
Symptom

Helpful to 
understand similarity 

or make semi-
supervised 
predictions!



Word Embeddings for Biomedical Language 

Extract relationships 
between words and 
produce a latent 
representation

Word Embeddings for Biomedical Language 



What to do with word embeddings?

● We can compose them to create paragraph embeddings (bag of embeddings).
● Use in place of words for an RNNs (More on this later!)
● Augment learned representations on small datasets

● `

[Cultural Shift or Linguistic Drift, 
Hamilton, 2016]

Study how the meaning between two 
texts varies (or hospitals, or doctors)?

[Pennington, 
2014]

[Mikolov, 
2013]

Study the compositionality of the 
learned latent space



word2vec

Target wordContext wordContext word Context word

involving respiratory system and other chest symptoms
Context word

involving

respiratory

doctor

chest

Mikolov, Efficient Estimation of Word Representations in Vector Space, 2013

1. Each word is a training 
example

2. Each word is used in many 
contexts

3. The context defines each word system

1
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Learning in progress



king + (woman - man) = ?

The point that is 
closest is 
queen!



Gene understanding How can we represent different tissue types?

[Trofimov et al. ICML WCB 2017]

Factorized embeddings
has a latent space that 
represents the function 

of the tissues



Estimating Properties of MoleculesDeepChem & MoleculeNet

Gilmer et al., Neural Message Passing for Quantum Chemistry (2017), arXiv:1704.01212v2

A neural network can be trained to predict 
either (bio-)chemical measurements or 
the results of quantum calculations which 
quantify particular properties of a 
molecule, MUCH faster than the  
corresponding DFT calculations

Gilmer et al., Neural Message Passing for 
Quantum Chemistry (2017), 
arXiv:1704.01212v2 



Message Passing & Graph Neural Networks

● Each ‘layer’ consists in local message-passing between neighbors in the 
molcular graph, like each layer of a convolutional neural network

M. Zhang, Z. Cui, M. Neumann, and Y. Chen, An End-to-End Deep Learning 
Architecture for Graph Classification, Proc. AAAI Conference on Artificial 
Intelligence (AAAI-18) 

M. Zhang, Z. Cui, M. Neumann, and Y. Chen, An End-to-End Deep Learning Architecture for Graph 

Classi8cation, Proc. AAAI Conference on Arti8cial Intelligence (AAAI-18)

Graph Convolution



Message Passing Neural Networks

Wu et al., MoleculeNet: A Benchmark for Molecular Machine Learning (2017), arXiv:1703.00564v2



Graph Attention Network

Velickovic et al., Graph Attention Network (2018), arXiv:1710.10903v3



Molecule Generation

R. Gomez-Bombarelli et al, Automatic Chemical Design Using a Data-Driven Continuous Representation of 

Molecules. ACS Central Science 4 (2), pp. 268-276 (2018)



Generating molecules with given properties

The molecule’s graph is 
encoded in a vector 
space (z) and separated 
from its desired 
properties (y). A decoder 
generates a molecular 
graph (nodes and edges) 
given (y,x). A 
discriminator predicts the 
property y to match the 
given input y.

Under review as a conference paper at ICLR 2019

Figure 2: Conditional generation: The initial LogP value of the query molecule is spec-
ified as IL. We report on the y-axis the conditional value given as input and on the x-axis
the true LogP of the generated graph when translated back into molecule (we have of course
only reported the values when the decoded graphs correspond to valid molecules, which
explains the di�erence in the total number of points for each query molecule).

”
JT-VAE GCPN DEFactor

Imp. Sim. Suc. Imp. Sim. Suc. Imp. Sim. Suc.

0.0 1.91± 2.04 0.28±0.15 97.5% 4.20±1.28 0.32±0.12 100% 6.62±2.50 0.20±0.16 91.5%
0.2 1.68± 1.85 0.33±0.13 97.1% 4.12±1.19 0.34±0.11 100% 5.55±2.31 0.31±0.12 90.8%
0.4 0.84± 1.45 0.51±0.10 83.6% 2.49±1.30 0.47±0.08 100% 3.41±1.8 0.49±0.09 85.9%
0.6 0.21± 0.71 0.69±0.06 46.4% 0.79±0.63 0.68±0.08 100% 1.55±1.19 0.69±0.06 72.6%

Table 2: Constrained penalized LogP maximisation task: each row shows a di�erent level of
similarity constraint ” and columns are for improvements (Imp.), similarity to the original
query (Sim.), and the success rate (Suc.). Values for other models are taken from You et al.
(2018a).

5 Future work

In this paper, we designed a new way of modelling graphs and generating new ones in a
conditional optimisation setup s.t. the final graph being fully di�erentiable w.r.t to the
model parameters. We believe that our DEFactor model is a significant step forward to
build ML-driven applications for de-novo drug design or generation of molecules with op-
timal properties without resorting to methods that do not directly optimise the desired
properties.

Note that a drawback of our model is that it uses an MLE training process which forces us to
either fix the ordering of nodes or to perform a computationally expensive graph matching
operation to compute the loss.Moreover in our fully deterministic conditional formulation we
assume that chemical properties optimisation is a one-to-one mapping but in reality there
may exist many suitable way of optimizing a molecule to satisfy one property condition while
staying similar to the query molecule. To that extent it could be interesting to augment our
model to include the possibility of a one-to-many mapping. Another way of improving the
model could also be to include a validity constraint formulated as training a discriminator
that discriminates between valid and generated graphs.
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Assouel et al, ICLR submission



Time series medical records

Tasks:

● Predict probability of event in future
● Predict duration until next visit
● Find similar patients/events/visits

We need to 
define what 
events are!



Time series medical records

Sequence of medical codes over time

787.
2

787.
2

358.
2

682.
1

Tasks:

● Predict probability of code in future
● Predict duration until next visit
● Find similar patients/codes/visits



MLPs on time series data

787.
2

682.
1Be

fo
re After

-5 
years

+1 
year

0
1
0
0
0
1
0
0
0
.
.
.

787.
2

358.
2 MLP 1 682.

1

787.
2

358.
2

Multi-h
ot 

vectors!



Med2Vec

Word2Vec for time series patient 
visits with ICD codes.

Embeddings learned for codes 
and demographics.

Visits 
(ICD 

Codes)

Visits + 
Demographi

cs

ICD Codes over 
time

Choi, Multi-layer Representation Learning for Medical Concepts, 2016

Visit embedding

Visit embedding 
conditioned on 
demographics



Predicting codes from notes

Converting text to codes can 

● Adapt old databases
● Correct errors
● Upgrade ICD versions

Jagannatha, Bidirectional RNN for Medical Event Detection in Electronic Health Records, 2016

...  with         upset       stomach       <done>

<ICD-9 787.0 
Nausea and vomiting>



RNNs, Different types of sequential prediction tasks

Input

Output

State

one to one               one to many               many to one                          many to many                       many to many

Taken from http://vision.stanford.edu/teaching/cs231n/slides/2016/winter1516_lecture10.pdf and Francis Dutil

Cat "This is a cat"

“It's hairy and I'm 
allergic to it”

Cat

“Ceci est un chat”

“This is a cat” “Meow Meow”



Survival Prediction

Estimates of the survival curve would help in deciding which donor kidney to accept. 

Kidney A Kidney B Kidney C



Survival PDF/CDF prediction  

● Earth Mover’s Distance estimates
● Provides interpretable outcome prediction
● Missing values imputed by the Kaplan-Meier estimate

Luck, Learning to rank for censored survival data, 2018



Impact of using censoring data

To evaluate if there is an improvement when using 
censored patients they train with and without them.

Luck, Learning to rank for censored survival data, 2018



How deep learning could be used for 
medical applications

• Handle high-dimensional inputs which doctors do not have time to look at
• Genome, mRNA expression levels
• 3-dim images (e.g. brain scans) or videos (e.g. intestine)

• Handle patient history data

• Handle textual data (e.g. doctors’ reports)
• Handle missing data and censored data
• Predict future outcomes or imitate doctors’ decisions
• Estimate probabilities of future events
• BUT THERE MUST BE ENOUGH CASES

• Predict properties of molecules, for drug discovery
• Generatively design molecules with desired properties
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Challenges

• Collecting enough data, examples
• Data may be incompatible or inconsistent (different devices, 

hospitals, etc.), but there are ways to learn invariant 
representations

• Confidentiality, anonymity, privacy, legal consent issues, there is
research on anonymized representations

• Knowledge gap between healthcare professionals and AI experts
• Incompatible value systems for publications
• Difficulty of interpreting the results of complex predictive

models (high-order interactions between many variables) and 
yield causal conclusions when confounders are not observed
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From Controlled Groups to 
Population Data and Randomized 
Interventions

• The traditional control-group setting does not have enough 
power to allow learning complex dependencies and personalized 
predictions.

• How to avoid confounders? 
• This is an active research area
• Randomized interventions in principle solve the problem
• Simulated randomized intervention is possible if we model 

the graph of cause and effect relationships
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The So-Called Black Box

• Problem with complex machine learning like DL: no simple 
interpretation of the learned predictor’s mechanism

• But would you rather use a very precise diagnostic tool which 
saves your life but is not fully explained or one that is very 
simple but makes wrong predictions and lets you die?

• Doctors are not always able to completely justify their decisions 
either, because their brain is performing a complex computation
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Future Perspective

• The deep learning literature is rich and growing fast and an 
important source of inspiration for many medical applications

• Current research in unsupervised deep learning could help to 
handle large quantities of unlabeled data or to relate multiple 
modalities and datasets to each other thanks to their ability to 
discover good representations

• With the MILA, Montreal has become an international hub for 
deep learning & AI research, both scientifically and in terms of 
innovation and industrial investment
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